
 
 

© STM Journals 2024. All Rights Reserved 10  
 

ISSN: 2394-1995  

Volume 11, Issue 3, 2024 

September–December 

DOI (Journal): 10.37591/JoIPPRP 

STM JOURNALS

Journal of  

Image Processing & Pattern  
Recognition Progress 

 
https://journals.stmjournals.com/joipprp 

Review JoIPPRP 

Energy-efficient Image Classification on Edge 
Devices: Implementation and Evaluation 
 

Shital Thakkar1,*, Arpit Acharya2, Richa Singh3, Harsh Bhalala4,  
Pinkesh Patel5, Vinay Thumar6 
 

Abstract 

Image classification is a computer vision problem where an algorithm determines a class or label for 

a given image. Various real-time applications like object recognition, medical diagnosis, person 

recognition, etc. Image classification property on edge devices is useful for autonomous vehicles, 

surveillance, and healthcare and internet of things deployments. The advancement of deep learning 

based methods and graphics processing units (GPU) devices allows efficient processing locally. The 

study utilizes a GPU-powered board, recognized for its strength in visual computing, to run a 

convolutional neural network (CNN) classification algorithm. Deep learning with GPUs speeds up 

image analysis by extracting features and constructing neural networks, enabling efficient processing 

of both static and real-time data. The combination of edge device efficiency and GPU acceleration 

illustrates the potential for strong image classification in practical scenarios. We demonstrated 

classification tasks such as binary classification of cats versus dogs and multi-class classification on 

the CIFAR10 benchmark dataset. 
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INTRODUCTION 

The ability to interpret and understand visual information has become increasingly crucial in 
numerous fields. Image classification refers to the process of teaching computers to recognize objects 
or scenes in images, such as by distinguishing between different types of animals or identifying objects 
in a room. The processing and classification of vast amounts of image data are essential for conducting 
a thorough analysis. This capability not only enhances industrial applications but also enables effective 
differentiation between objects, thereby providing significant benefits. Conventional image 
classification, as shown in Figure 1, relies on the design and extraction of application-specific features. 

Recent approaches that utilize deep convolutional 
neural networks (CNNs) extract features using 
convolutional layers. The convolution operation 
applies a filter kernel to the image and extracts 
various features that ultimately help to classify the 
images. In the supervised learning approach of 
CNNs, model training is conducted using an image 
dataset that includes correct labels as input. 
Supervised learning involves providing a computer 
with numerous labeled examples, such as pictures 
of fruits and their names, enabling it to learn to 
recognize similar patterns. In contrast, unsupervised 
learning detects patterns in images without using 
labels and usually clusters similar images together. 
 

Image classification holds significant value in 

numerous sectors, such as healthcare, transportation, 
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and security. Recently, advancements in AI, particularly in computer vision, alongside the widespread 

adoption of edge computing, have revolutionized the deployment of intelligent systems. The use of edge 

devices for image classification is critical, as it allows for efficient processing directly at the data source. 

Image classification algorithms in such systems must consider real-time performance requirements. 

 

This study focuses on implementing and evaluating image classification specifically on a small, yet 

powerful device called the NVIDIA development board, which is well-suited for edge computing tasks. 

NVIDIA Jetson is one of the most widely used boards for the inference phase of machine learning in 

various applications. This board features a heterogeneous architecture and serves as an example of an 

edge device, which means that it is a small computer capable of processing data close to where it is 

generated, such as on a camera or sensor. This makes it ideal for tasks such as image classification 

because it can make decisions quickly without the need to send data to a larger server. 

 

This study explored how image classification can be effectively implemented on an NVIDIA  

board. In doing so, we aim to demonstrate the feasibility and practicality of using edge devices such  

as the NVIDIA board for image classification tasks, potentially opening new possibilities for real- 

world applications. 

 

As shown in Figure 1, the input image is first passed through a pre-processing block. Pre-processing 

included noise removal, edge detection, and image enhancement. After pre-processing, the image was 

sent for segmentation. Image segmentation involves the separation of the required regions or objects of 

interest. The segmented image is subsequently forwarded to the feature extraction phase [1]. Feature 

extraction refers to the identification of shape information, such as edges, shapes, and textures. CNNs 

automatically identify such features using different filters at various layers, thereby helping detect 

patterns. Feature extraction serves as a specific method of dimensionality reduction in image processing 

and pattern recognition. The class-specific features extracted in the previous process were then selected 

and used for training, along with their class labels. Once the model is trained, it can be deployed on 

edge devices to classify the images into different categories. 

 

Building on the growing interest in deep learning for food delivery applications, researchers have 

explored CNN-based approaches for image classification. Aliady and Utari [2] focused on accurately 

classifying three popular Indonesian chicken dishes: ayam geprek, ayam goreng, and ayam bakar. By 

leveraging CNN architecture on graphics processing units (GPU), this study achieved an impressive 

99% accuracy in image classification. Even more noteworthy, the GPU accelerated the training process 

by a factor of 8.5 compared to using a CPU. This substantial speedup highlights the potential of CNNs 

for real-world applications in the food delivery domain, particularly for tasks that require fast and 

accurate image recognition. 

 

 
Figure 1. Conventional binary image classification. 
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Ang and Seng [3] explored the utilization of GPUs for embedded intelligence (EI) applications at the 

network edge. They provided a thorough examination of contemporary research advancements in GPU-

based EI architecture and their practical applications. Specifically, this study investigated how GPUs 

can be leveraged to accelerate both deep learning and machine learning algorithms. 

 

IMAGE CLASSIFICATION USING CNN 

Convolutional neural networks refer to a type of neural network specifically designed for computer 

vision tasks, as shown in Figure 2. 

 

The CNN builds a network with a hierarchical structure. The architecture of a CNN resembles the 

visual processing system of the human brain, helping it identify and extract features from the image. A 

typical CNN has convolutional layers, ReLU layers, pooling layers (subsampling layers), and a fully 

connected layer. 

 

The convolutional layer is the core component of the CNN. It utilizes multiple filters to analyze an 

image and extract features, with each filter detecting a distinct pattern and emphasizing its 

corresponding response. During the forward pass in training, each filter calculates the dot product 

between its values and those of the input image, thereby generating a 2D activation map [4]. Depending 

on its value, each filter emphasizes different aspects of the image. Consequently, the network learns the 

filters that are activated when specific features are identified at certain spatial locations within the input. 

The convolution layers always follow the pooling layer. A pooling layer downsamples the output of a 

convolution layer along both the spatial dimensions of the height and width. 

 

Max pooling is the most widely used method to select the highest value from a feature map. 

Essentially, the precise position of a feature is less crucial than its general location in relation to the 

other features. By shrinking the spatial dimensions of the feature map, the pooling layer helps reduce 

the network parameter count, memory usage, and computational cost. After multiple convolutional and 

max-pooling layers, the fully connected layers follow. In a fully connected layer, each neuron is linked 

to all the activations from the preceding layer. These layers combine the extracted features to generate 

the final output, which is then used to classify the image into labels. The output typically comprises a 

single vector, where each value represents the probability of a specific feature corresponding to a 

particular label. 

 

INTRODUCTION TO JETSON BOARD 

Development boards for computer vision provide accessible and affordable hardware platforms 

equipped with integrated sensors and are compatible with popular software frameworks. They facilitate 

rapid prototyping, real-time processing, and experimentation, fostering innovation and enabling the 

development of vision-based applications across various domains [5, 6]. 

 

 
Figure 2. CNNs image classification [7]. 
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Jetson TX1 is a small system in a module designed exclusively for developing embedded applications 

[7]. It can run AI applications on the edge. Their competence allows them to process data locally, thus 

reducing latency, making them Linux-based, and offering performance at the level of teraflops, which 

is suitable for vision-based and deep learning applications [8]. The NVIDIA Jetson Development Board 

is equipped with a GPU that facilitates the rapid prototyping of applications. The Jetson TX1 Developer 

Kit was used for the experiments described in this study. This comprehensive platform provides the 

performance and energy efficiency required for cutting-edge visual-computing tasks. It features 

NV D A’  M  w   ™ architecture with 256 compute unified device architecture (CUDA) cores, 64-

bit CPUs, 4 K video encoding and decoding capabilities, and a camera interface that supports 1400 

MPix/s, making it an ideal system for embedded deep learning, computer vision, graphics, and GPU 

computing, as shown in Figure 3. 

 

Installation Steps 

The installation process [5] involved setting up Python, configuring Visual Studio, installing 

TensorFlow (with GPU support) and Keras using pip within Visual Studio, and handling additional 

dependencies such as the CUDA Toolkit and cuDNN for TensorFlow GPU support. Python 3.6.3 is 

installed on Python's homepage. Microsoft Visual Studio 2015 Enterprise was used for the integrated 

development environment (IDE). TensorFlow was installed through Visual Studio using the built-in 

tool PIP. For GPU support, TensorFlow's GPU version 0.12.1 was installed [9]. Additional downloads 

are required for GPU support, such as the NVIDIA CUDA Toolkit 8.0, and NVIDIA cuDNN v5.1. 

Necessary libraries, such as Keras, SciPy, and NumPy, were downloaded and installed using the pip 

command. As required, the cuDNN library file was placed in the CUDA directory that was created 

following the installation. 

 

IMPLEMENTATION 

Dataset 

For dual-class (mledu datasets)  

Training cat images: 1000  

Training dog images: 1000  

Validation cat images: 500  

Validation dog images: 500  

Total training images: 2000. 

 

 
Figure 3. NVIDIA Jetson TX1 development board [10]. 
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For Multi-class Classification 

The CIFAR10 dataset contains 60,000 with 10 classes [11].  

Training images in each class: 5000. 

Validation images in each class: 1000  

Total training images: 50,000. 

Total validation images: 10,000. 

 

Network Architecture for Dual-Class (Cat and Dog) 

While implementing the binary classification, the model structure we used was as follows: To test 

the dual-class performance, we used the mledu dataset of cats and dogs with 2000 training images and 

1000 testing images, as shown in Figure 4. 

 

Network Architecture for Multi-class Classification (CIFAR10) [11] 

While implementing the multi-class classification, we used a dataset named CIFAR-10, which has 

10 classes and a total of 60000 images from which 50000 were used for training and 10000 were used 

for testing [11]. We used a different model to cater to the requirements of multi-class classification. The 

structure of the model is illustrated in Figure 5. 

 

RESULT ANALYSIS 

To understand the behavior of the model, various parameters such as the number of epochs, optimizer, 

and kernel size of the first layers were altered, and the classification accuracy was observed. 

 

All results are as follows.  

Batch size = 64  

Optimizer = ADAM 

Kernel Size or Filter Size = 3x3 

 

From the results in Table 1, we can observe the effects of changes in the parameters on the values of 

training and validation accuracy: As epochs are increased from 10 to 15, the value of training accuracy 

is boosted, but the validation accuracy remains unaffected. 

 

From Table 2, we also observed the results by changing the Kernel or Filter Size of the first 

convolutional_2D layer from (3 × 3) to (5 × 5), and as no significant change occurred in the value of 

validation accuracy but training accuracy was decreased. 

 

 
Figure 4. CNN model for dual-class classification. 
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Figure 5. CNN model for multi-class classification. 

 

Table 1. Effect of the number of epochs. 

Epochs Training accuracy 

(TA)% 

Validation accuracy 

(VA)% 

10 78.80 70.62 

15 85.40 70.78 

 

Table 2. Effect of kernel size of the first layer. 

Kernel size of 

first layer 

Training 

accuracy (TA)% 

Validation accuracy 

(VA)% 

3X3 85.40 70.78 

5X5 78.70 69.33 

 

Based on these observations, we can conclude that increasing the number of training epochs generally 

leads to an increase in training accuracy (TA) because the model is exposed to the entire dataset multiple 

times. However, altering other parameters did not result in significant performance improvements. A 

notable finding is the considerable gap between the training and validation accuracy, approximately 

15%, which suggests the occurrence of overfitting. 

 

Overfitting occurs when the model learns minute details and noise in the training data, which hinders 

its performance on new and unseen data. This issue arises when the function of the model becomes 

overly tailored to specific data points in the training set, leading to poor performance on new datasets. 

In this case, the substantial difference between the training and validation accuracies indicates that the 

model fits the training data too closely. 

 

Data augmentation was employed to address overfitting. Data augmentation is a method employed 

to expand the size of a training dataset by creating modified versions of original images. By applying 

transformations, such as horizontal flipping and image rotation, the model is exposed to varied 

representations of the same image, which enhances its generalization ability. Consequently, the model 

is better equipped to handle new data. Consequently, while the increase in epochs improves the training 

accuracy, data augmentation is beneficial in mitigating overfitting and improving the model's 

performance on unseen data. 
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Data Augmentation 

The parameters are epochs = 15 

Batch size = 128  

Optimizer = ADAM 

Kernel size or filter size = 3 × 3 

 

After observing the results from Table 3, it is evident that by applying image data augmentation, we 

were not only able to achieve a better validation accuracy, but we were also able to overcome the issue 

of overfitting. The best results were obtained with augmentation of horizontal image flipping and 

rotation (Table 4). 

 

Dropout 

To reduce overfitting, dropout layers were used. After observing these results, we concluded that by 

increasing the number of filters in each block and putting them in increasing order, we obtained far 

better validation accuracy, and the addition of dropout layers was very helpful in reducing overfitting. 

This model yielded the best output in terms of a better combination of training and validation accuracies 

for a fairly large dataset (Table 5). 

 

Visual Results 

Figure 6 illustrates the outcomes achieved with the NVIDIA board using MLedu datasets. It shows 

the percentages representing the confidence level of the device in classifying images as either dog or 

cat. Impressively, some results indicated a confidence level of approximately 95%, signifying high 

accuracy in identifying the images provided. However, there are instances in which the classification is 

inaccurate despite the confidence level being relatively high. For example, in one case, the device 

assigned a confidence level of 64% to the image being a cat; in reality, it depicted a dog. These 

discrepancies highlight the limitations of the classification system despite its overall effectiveness. Such 

errors emphasize the importance of continuous refinement and improvement in machine learning 

algorithms to enhance the accuracy and reliability of image classification tasks. 

 

Table 3. Effect of image data augmentation. 

Flipping Rotation Training 

accuracy (TA)% 

Validation accuracy 

(VA)% 

NA NA 96.31 69.08 

Applied NA 84.67 73.33 

NA Applied 76.12 73.77 

Applied Applied 73.99 73.44 

*NA-Not Applied 

 

Table 4. Effect of image data augmentation: dual-class  

classification. 

 Training 

accuracy (%) 

Testing accuracy 

(%) 

Without data augmentation 96.31 69.08 

With augmentation 73.99 73.44 

 

Table 5. Effect of image data augmentation: multi-class  

classification (CIFAR10). 

 Training 

accuracy (%) 

Testing 

accuracy (%) 

Without dropout layer 95.31 75.75 

With dropout layer 74.97 73.34 
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Figure 6. Result from the edge device. 

 

CONCLUSION 

We found that image classification effectively categorized images into different classes, yielding the 

desired outputs with varying levels of accuracy. CNNs tend to yield the most accurate classification 

results. The classification process involves training a model with images from various classes and 

subsequently testing the images to produce classified outputs. The quality of training and testing images 

significantly impacts the classification accuracy, with clear images yielding higher accuracy than 

distorted images. The NVIDIA Jetson TX1 kit facilitates the efficient execution of complex 

classification algorithms, enabling more accurate results in image classification tasks. Leveraging 

Jetson TX1 can enhance accuracy and optimize the outcomes of image classification processes. 
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